
Introduction Background Functional Mechanism Experiments Conclusion References

Who is Alice?
Privacy Risk, the Case of Regression

Ashish Dandekar, Stéphane Bressan
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The 5,500 years old Mesopotamian clay balls secret.

Models, devices and methods for data storage, management and
security were invented more than 5000 years ago.
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Data is the new oil!

(The Economist, 6 May 2017).
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Mea culpa, mea culpa, mea maxima culpa.

‘Facebooks failure to compel Cambridge Analytica to delete all
traces of data from its servers including any “derivatives” enabled
the company to retain predictive models derived from millions of
social media profiles!’ (The Guardian, 6 May 2018).
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Curious case of William Weld

In 1990 Latania Sweeney showed that more than half of the U.S.
population are likely to be uniquely identified by the knowledge of
the city where they live, their gender and their date of birth. She
was able to find the health record of Governor of Massachusetts,
William Weld, in a deidentifed data set released by the
Massachusetts Group Insurance Commission by cross referencing
voters records.
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“Those are my searches!” said User No. 4417749

In 2006, AOL released 20 million search
queries from 650,000 of its users,
collected over a period of three months.
The data set contained the queries as
well as information such as which URL
from the search results was clicked.
Each user idenfier was replace with a
random number.

“A Face Is Exposed for AOL Searcher
No. 4417749” (The New York Times, 9
August 2006)
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Have you watched this movie?

In 2006, Netflix published an anonymous (de-identified) data set of
movie ratings of 500,000 subscribers as part of a $1 million
challenge to improve their recommendation engine. Using IMDB as
background knowledge, Arvind Narayanan and his student were
able to identify users in the Netflix dataset.
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What is disclosure?

Earliest reference to the definition of disclosure dates back to the
work of Dalenius (1977). He defines disclosure as an event, such as
the release of the statistics of a dataset, that makes someone to
infer the value of an attribute more accurately than it would have
been in a scenario without the release of the same statistics.

Privacy is breached when the disclosure occurs.
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Statistical Disclosure

Statistical disclosure is not a metric for the risk of disclosure in
itself. Rather it is an umbrella term for various metrics that
quantify the risk of disclosure.

Privacy preserving mechanisms that reduce the risk of disclosure in
this way are known as techniques of statistical disclosure control.
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Differential Privacy

A randomised algorithm M with domain D is ε-differentially
private if for all S ∈ Range(M) and D,D ′ ∈ D such that D and
D ′ are neighbouring datasets

log

(∣∣∣∣ Pr(M(D) ∈ S)

Pr(M(D ′) ∈ S)

∣∣∣∣) ≤ ε

Privacy preserving mechanisms that satisfy the definition of
ε-differential privacy are ε-differentially private mechanisms.
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Comparison

Statistical Disclosure Control Differential Privacy

What is being released? Privacy preserving mechanisms output dataset.

Privacy preserving mechanisms output dataset
or result of a function run on the private dataset
or parameters of a machine learning model
trained on the private dataset.

How is privacy achieved? By perturbing the private dataset.
By adding calibrated quantity of noise either
in the output of a function or the function itself.

How much utility is retained?
Retention is dependent on the instance of the
released dataset and the assumption made on
the information possessed by an intruder.

Retention is determined by the bounds, provided
by privacy preserving mechanisms, on the error
due to addition of the noise.

What are the operational concerns?
There does not exist any single measure
for the risk that encompasses different scenarios
and different samples of the released datsets.

There does exists a measure of privacy,
namely ε, yet the choice of a particular value
is a non-trivial task.

What are the efficiency concerns?
Privacy preserving mechanisms suffer from
the curse of dimensionality.

Privacy preserving mechanisms do not suffer
from the curse of dimensionality since they
are usually the mechanism that introduce
random noise.
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Linear Regression

Linear regression uses a linear function to map predictor attributes,
xi ∈ Rd , of a data point ti = (xi , yi ) to its response attribute,
yi ∈ R.
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Objective function for the regression

Linear Regression
The parameters θ ∈ Rd are estimated by minimising mean squared
loss over the training dataset, T .

θ∗ = arg min
θ

 1

|T |
∑
ti∈T

(x ti θ − yi )
2


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Objective function for Ridge regression

Ridge Regression

In order to avoid overfitting of the parameters to the training
dataset, ridge regularization adds an extra term that is proportional
to the l2 norm of the parameters to the mean squared loss.

θ∗ = arg min
θ

 1

|T |
∑
ti∈T

(x ti θ − yi )
2

+ λ‖θ‖2
2


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Functional mechanism

The functional mechanism is a privacy preserving mechanism that
introduces noise in the objective function that is minimised to
estimate the parameters of a machine learning model.

Zhang et al. propose a functional mechanism. [3] that satisfies
ε-differential privacy. It does so by adding a calibrated amount of
Laplace noise in the coefficients of the Taylor series expansion of
the function of the linear regression.
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Satisfying ε-differential privacy

Sensitivity

Sensitivity of a function f , denoted as ∆f , is the maximum change
in the output when any pair of neighbouring datasets is given to
the function.

∆f = max
x∼y
‖f (x)− f (y)‖1

Laplace Mechanism

Dwork et al. [1] propose a privacy preserving mechanism that adds
Laplace random noise to the output of a function, f . If the scale of
the Laplace random variable is set to ∆f

ε , the mechanism satisfies
ε-differential privacy.
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Satisfying ε-differential privacy

Sensitivity of the mean squared loss

In [3], Zhang et al. show that the sensitivity of the loss function
less than to two times the sum of maximum values of coefficients
in the Taylor expansion.

Taylor expansion of the mean squared loss

lossT (θ) =
1

|T |
∑
ti∈T

(x ti θ − yi )
2

=
1

|T |
∑

(xi ,yi )∈T

(yi )
2 − 1

|T |

d∑
j=1

2
∑
di∈T

yixij

 θj

+
1

|T |
∑

1≤j ,l≤d

∑
di∈T

xijxjl

 θjθl

16 / 25



Introduction Background Functional Mechanism Experiments Conclusion References

Satisfying ε-differential privacy

If we normalize all the attributes in any dataset, D, of size n such
that they lie in [−1, 1],

∆loss(θ) ≤
2

n
max
ti∈D

y2 + 2
d∑

j=1

yxij +
∑

1≤j ,l≤d
xijxjl


=

2

n
(1 + 2d + d2)
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Summing up...

For a training dataset T with n data points, the predictor
attributes can be represented as a matrix X ∈ Rn×d and the
response attribute as a vector Y ∈ Rn. In this notation, the loss
function is written as:

lossT (θ) =
1

n

(
θt(X tX )θ − 2θt(X tY ) + Y tY

)
=

1

n

(
θt(M)θ − 2θt(N) + O

)
Laplace mechanism is used that adds Laplace(0, ∆f

ε ) noise in M, N
and O. And the output of the functional mechanism, θ∗, is
calculated as:

θ∗ = arg min
θ

1

n

(
θt(Mnoisy )θ − 2θt(Nnoisy ) + Onoisy

)
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Dataset

Canonical Census Dataset
We conduct experiments on a subset of the 2000 US census
dataset provided by Minnesota Population Center in its Integrated
Public Use Microdata Series [2].We consider 316, 276 records of
the heads of households in our dataset.

Each record has 6 attributes, namely, Age, Gender, Race, Marital
Status, Education, Income out of which Age and Income are
numerical attributes and rest of them are categorical attributes.
Regression analysis is performed using Income as the response
attribute and the rest of the attributes as predictor attributes.
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Synthetic Data Generation Process
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Risk Measure

We work on a worst-case scenario where an intruder has access to
all of the predictor attributes in the private data and the intruder
wants to reveal the response attribute in the dataset. The intruder
trains a linear regression model on the publicly released synthetic
datasets and uses the model to predict the response attribute of
the records in the private data set.

We calculate the root mean squared error (RMSE) between the
true values of the response attribute and values of the response
attributes as predicted by the intruder. We use RMSE as the
measure of risk of disclosure. Lower the value of RMSE, higher is
the risk.
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Results

Experiment 1

For each value of ε, we generate
100 ε-differentially private
parameters using the functional
mechanism. We calculate the
risk measure on each dataset
that is synthetically generated by
using the parameters.
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Results

Experiment 2

For a fixed value of ε, say to 0.3,
we vary the number of
synthetically generated data
points from 1, 000 to 100, 000 for
every dataset. For each size of
the synthetic dataset, we
generate 100 sets of parameters
from 0.3-differentially private
functional mechanism. For each
set of parameters, we generate
50 synthetic datasets.
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Conclusion

We critically discuss similarities and dissimilarities of two streams
of research that study the assessment of privacy risk: statistical
disclosure and ε-differential privacy.

We evaluate the risk of disclosure on synthetically generated
datasets that are generated using ridge regression and
ε-differentially private ridge regression using the functional
mechanism.

We empirically show that differentially private ridge regression has
lower risk of disclosure than its non-private counterpart.
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